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6.1 Algorithm Science



Modern take on studying algorithms

algorithm science

The application of the scientific method for the design and analysis of algorithms — developing
mathematical models for characteristics of algorithms and their inputs, formulating hypotheses
relevant to the study of performance on specific classes of computers and systems, running
experiments to validate the hypotheses, and iterating as appropriate with the goal of

improving performance.
https://sedgewick.io/ideas/#algorithm-science


https://sedgewick.io/ideas/#algorithm-science

The Scientific Method

Hypothese — Vorhersage — Experimentelle Uberpriifung

B Feynman on Scientific Method.
https://youtu.be/EYPapE-3FRw


https://youtu.be/EYPapE-3FRw

Running time

“ As soon as an Analytic Engine exists, it will necessarily guide the future
course of the science. Whenever any result is sought by its aid, the question
will arise—By what course of calculation can these results be arrived at by
the machine in the shortest time? ” — Charles Babbage (1864)

how many times do you
have to turn the crank?

[
]

Analytic Engine

Kevin Wayne, https: //al ceton.ed/Lctures/
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Cast of characters

Programmer needs to develop
a working solution. —

Student might play
any or all of these

Client wants to solve
roles someday.

problem efficiently.

Theoretician wants
to understand.

© Robert Sedgewick & Kevin Wayne, ittps://algse. cs.princeton.edu/lectures/
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Reasons to analyze algorithms

Predict performance. \

Compare algorithms <«———— this course (COS 226)

Provide guarantees. \

Understand theoretical basis. < theory of algorithms (COS 423)

Primary practical reason: avoid performance bugs.

4
g client gets poor performance because programmer
did not understand performance characteristics

© Robert Sedgewick & Kevin Wayne, https://algsé.cs.princeton. edu/lectures
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The challenge

Q. Will my program be able to solve a large practical input?

Why is my program so slow ? Why w

Insight. [Knuth 1970s] Use scientific method to understand performance.

Kevin nttpsi//al ceton.ed/Lctures/
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Scientific method applied to analysis of algorithms

A framework for predicting performance and comparing algorithms.

Scientific method.
» Observe some feature of the natural world.
« Hypothesize a model that is consistent with the observations.
« Predict events using the hypothesis.
« Verify the predictions by making further observations.
« Validate by repeating until the hypothesis and observations agree.

Principles.
« Experiments must be reproducible.
« Hypotheses must be falsifiable.

Feature of the natural world. Computer itself.

© Robert Sedgewick & Kevin Wayne, https://algsé.cs.princeton. edu/lectures
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6.2 Laufzeitexperimente



Ein (erstes) Wiedersehen: 3-SUM

3-SUM-Problem
» Gegeben: A[0..n) with Ali]e Zfor0<i < n.

» Ziel: Anzahl c von Tripeln aus A mit Summe 0

Parameter:

» Eingabegrofie: # Zahlen n

Mit der einfachsten Ldsung hatten wir auch schon vorgearbeitet:

-

1. 9 Algorithmische Idee B Korrektheitsbeweis
Alle Tripel durchprobieren direkt nach Definition von ¢
2. </> Pseudocode 4. |#a Analyse
(3 geschachtelte for-Schleifen) # Ausfithrungen von Zeilen 5-6
siehe nichste Folie - -
(Vl 2)(” 1)” - 17’13 — @(1’13)

6 6




Brute-Force 3-SUM Code

Pseudocode

1¢=0

2 fori=0,...,n—-3

3 forj=i+1,...,n-2

4 fork=j+1,...,n-1

5 t = Ali] + A[j] + A[k]

6 ift ==0thenc :=c+1
7 end for

8 end for

9 end for

10 return c

Java-Implementierung

import edu.princeton.cs.algs4.*;

public class ThreeSum {

public static int count(int[] a) {

int n = a.length;

int count = 0;

for (int i = 0; i < n-2; i++)

for (int j = i+l; j < n-1; j++)
for (int k = j+1; k < n; k++)
if (a[i] + a[j] + a[k] == 0)
count++;
return count;

}

public static void main(String[] args) {
In in = new In(args[0]);
int[] a = in.readAllInts();
StdOut.println(count(a));



Measuring the running time

Q. How to time a program? % java ThreeSum IKints.txt
A. Manual. vck ik ck

70
% java ThreeSum 2Kints.txt

tick tick tick tick tick tick tick tick
tick tick tick tick tick tick tick tick
tick tick tick tick tick tick tick tick

528
% java ThreeSum 4Kints.txt
tick tick tick tick tick tick tick tick
tick tick tick tick tick tick tick tick
tick tick tick tick tick tick tick rick
tick tick tick tick tick tick tick tick
tick tick tick tick tick tick tick rick
tick tick tick tick tick tick tick tick
tick tick tck tick tick ick tick tick
tick tick tick tick tick tick tick tick
tick tick tick tick tick tick tick tick
tick tick tick tick tick tick tick tick
tick tick tick tick tick tick tick tick
tick tick tick tick tick tick tick tick
tick tick tick tick tick tick tick tick
tick tick tick tick tick tick tick tick
tick tick tick tick tick tick tick tick
tick tick tick tick tick tick tick tick
tick tick tick tick tick tick tick tick
tick tick ick tick tick tick tick tick
tick tick tick tick tick tick tick tick
tick tick ick tick tik tick tick tick
tick tick tick tick tick tick tick tick
tick tick tick tick tick tick tick tick
tick tick tick tick tick tick tick tick
tick tick tick tick tick tick tick tick

4039

Kevin Wayne, https://algsa, ceton.ed/Lctures/
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Measuring the running time

Q. How to time a program?
A. Automatic.

public class Stopwatch (partof stdlib.jar)

Stopwatch O create a new stopwatch

double el apsedTi me () time since creation (in seconds)

public static void main(String[] args)

{
In in = new In(args[0]);
int[] a = in.readA11Ints(Q);
Stopwatch stopwatch = new Stopwatch();
StdOut.printin(ThreeSum.count(a));
double time = stopwatch.elapsedTime();
StdOut.printin("elapsed time " + time);

© Robert Sedgewick & Kevin Wayne, https://algsé.cs.princeton. edu/lectures
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Empirical analysis

Run the program for various input sizes and measure running time.

250 0.0
500 0.0
1,000 0.1
2,000 0.8
4,000 6.4
8,000 51.1

16,000 ?

Kevin nttpsi//al ceton.ed/Lctures/
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Data analysis

Standard plot. Plot running time T'(WV) vs. input size N.

standard plot 5¢ ]

40

30

<20

—t T T
1K 2K 4K 8K
problem size N

Kevin Wayne, https://algsd.cs.princeton.edu/Lectures/
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Data analysis

Log-log plot. Plot running time T'(WV) vs. input size N using log-log scale.

CEHEBEEE 512 5| it

of slope 3
256 A\

12.8 - lg(T(N))= blgN +c
b=2.999

c=-33.2103

6.4

3.2

Ig(T(N))

16 -
T(N)= aN" wherea=2¢

3 orders
of magnitude 2

—— T
1K 2K 4K 8K
IgN
power law

Regression. Fit straight line through data points: a Nb. o~ dtepee
Hypothesis. The running time is about 1.006 x 10 -1 x N 299 seconds.

© Robert Sedgewick & Kevin Wayne, ittps://algse. cs.princeton.edu/lectures/
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Prediction and validation

Hypothesis. The running time is about 1.006 x 10 10 x N 299 seconds.

"order of growth" of running
time is about N3 [stay tuned]

Predictions.
» 51.0 seconds for N = 8,000.
» 408.1 seconds for N = 16,000.

8,000 51.1
8,000 51.0
8,000 51.1
16,000 410.8

validates hypothesis!

Kevin Wayne, https: /a1 ceton.ed/Lctures/
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Doubling hypothesis

Doubling hypothesis. Quick way to estimate » in a power-law relationship.

Run program, doubling the size of the input.

250 0.0 -

T(N) aN?b
_ 2?)
500 0.0 4.8 2.3
1,000 0.1 6.9 2.8
2,000 0.8 71/ 2.9
4,000 6.4 8.0 3.0 «— 19(6.4/0.8=3.0
8,000 51.1 8.0 3.0

|

seems to converge to a constant b=3

Hypothesis. Running time is about a N? with b = Ig ratio.
Caveat. Cannot identify logarithmic factors with doubling hypothesis.

Kevin nttpsi//al ceton.ed/Lctures/
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Doubling hypothesis

Doubling hypothesis. Quick way to estimate » in a power-law relationship.

Q. How to estimate a (assuming we know b) ?
A. Run the program (for a sufficient large value of N) and solve for a.

“ time (seconds) t

8,000 51.1

S1.1 = ax 80003
81000 Sl = 4= 0998x 1010
8,000 51.1

Hypothesis. Running time is about 0.998 x 10 -1° x N3 seconds.

!

almost identical hypothesis
to one obtained via linear regression

Kevin Wayne, hetps: //alas: ceton.ed/Lctures/
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Experimental algorithmics

System independent effects.
« Algorithm. determines exponent
« Input data. } In power aw
System dependent effects. detei;n:;]fvserc?:vsvtam
« Hardware: CPU, memory, cache, ...
- Software: compiler, interpreter, garbage collector, ...

« System: operating system, network, other apps, ...

Bad news. Difficult to get precise measurements.
Good news. Much easier and cheaper than other sciences.

AN

e.g., can run huge number of experiments

© Robert Sedgewick & Kevin Wayne, https://algsé.cs.princeton. edu/lectures
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6.3 Mathematische Analyse von Algorithmen



Mathematical models for running time

Total running time: sum of cost x frequency for all operations.
« Need to analyze program to determine set of operations.

« Cost depends on machine, compiler.

« Frequency depends on algorithm, input data.

The Art of
Computer
Programming

ptal Algorithms

DONALD E. KNUTH

THE CLASSIC WORK

The Art of
Computer
Programming

DONALD E. KNUTH

The Art of
Computer
Programming

DONALD E. KNUTH

THE CLASSI
EXTENDED A

The Art of
Computer
Programming

Combinatorial Algorithms
il

DONALD E. KNUTH

In principle, accurate mathematical models are available.

Kevin Wayne, https: //algsd.cs

etonedu/Lectures/

Donald Knuth
1974 Turing Award


https://algs4.cs.princeton.edu/lectures/

Cost of basic operations

Challenge. How to estimate constants.

operation example nanoseconds t

integer add a+b 2.1
integer multiply a*hb 2.4
integer divide a/b 5.4

floating-point add a+b 4.6
floating-point multiply a*b 4.2
floating-point divide a/b 13.5
sine Math.sin(theta) 91.3
arctangent Math.atan2(y, x) 129.0

1 Running OS X on Macbook Pro 2.2GHz with 2GB RAM

Kevin Wayne, https: //al ceton.ed/Lctures/
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Cost of basic operations

Observation. Most primitive operations take constant time.

operation example nanoseconds t

variable declaration int a ci
assignment statement a=>b e
integer compare a<b c3
array element access ali] c4
array length a.length cs
1D array allocation new int[N] c6 N
2D array allocation new int[N][N] c1 N2

Caveat. Non-primitive operations often take more than constant time.

\

novice mistake: abusive string concatenation

Kevin netps: /a1 ceton.ed/Lctures/
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Beispiel: Knuthsche Analyse

Wir betrachten folgenden Code fiir das (wenig spannende) 1-SUM-Problem

Analyse aller Operationen
public static int oneSum(int[] a) {

int count = 0, N = a.length;

for (int i = 0; i < N; ++i) Operation Frequenz  Kosten
if (a[i] [== 0)
. ++; Variablendeklaration 3 c1
return count; Zuweisung 3 co
¥ Vergleich < N+1 c3
Vergleich == N c4
Wie viele Instruktionen Array-Zugriff N cs
als Funktion in N? Inkrement [NZN] 6
Zeile Z  Frequenz fz(N) ~  Gesamtkosten
T(N) < (c3+cq+c5+2c6)N +2(cq +cp) +c3
2 1
3 N+1 alle Instruktionen zihlen i.d.R. zu aufwindig
4 N
5 [0..N] ~> Waihlen abstraktes KostenmafS: # Arrayzugriffe
6 1 ~ Kosten von 1-SUM: ~ N




Simplifying the calculations

Kevin

“ It is convenient to have a measure of the amount of work involved
in a computing process, even though it be a very crude one. We may
count up the number of times that various elementary operations are
applied in the whole process and then given them various weights.
We might, for instance, count the number of additions, subtractions,
multiplications, divisions, recording of numbers, and extractions
of figures from tables. In the case of computing with matrices most
of the work consists of multiplications and writing down numbers,
and we shall therefore only attempt to count the number of

”

multiplications and recordings. — Alan Turing

ROUNDING-OFF ERRORS IN MATRIX PROCESSES
By A. M. TURING
(National Physical Laboratory, Teddington, Middlesez)
[Received 4 November 1947]
SUMMARY

A number of methods of solving sets of linear equations and inverting matrices
are discussed. The theory of the rounding-off errors involved is investigated for
some of the methods. In all cases examined, including the well-known ‘Gauss
elimination process’, it is found that the errors are normally quite moderate: no
exponential build-up need ocour.

ton.eduflectures/
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Von Code zu Analyse

Achtung: Im Allgemeinen Ausfiihrungsfrequenz von Codestelle vielleicht unmdglich zu analysieren.

Oft geht es aber, z.B. nach einer der folgenden Regeln

Code

Laufzeit T

x =0, a[il
x+y, x*y, x++ etc.

for (int j = a; j <= b; ++j) {
B(j) // weiterer Code
}

if (...) { A} else { B}

while (n > c) {
A(n) // weiterer Code
n =n/2;
B(n) // weiterer Code

}

void m(n) {
if (n <= c) return;
A(n) // weiterer Code
m(n/2); // Rekursion
B(n/2) // weiterer Code

1 (falls Teil des abstrakte Kostenmafes, sonst 0)

b
Z Tg(j) fiir Tg(j) Laufzeit des Schleifenrumpfs mit Wert j
j=a
< niax{TA,Yb}

Fiir allgemeine While-Schleifen und rekursive Methoden
Rekursionsgleichung

T(n) = T(n/2) + Ta(n) + Tg(n/2) (n > c)
T(n) =1 (n<c)

~» Master-Theorem

24



Example: 2-Sum

Q. Approximately how many array accesses as a function of input size N?

int count = 0;
for (int i = 0; i < N; i++)
for (int j = i+1; j < N; j++)
if (a[i]l _+ a[j] == 0) <«—— "inner loop"

count++;

0+1+2+...+(N-1) =

A. ~ N2?array accesses.

Bottom line. Use cost model and tilde notation to simplify counts.

© Robert Sedgewick & Kevin Wayne, https://algsé.cs.princeton. edu/lectures
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Example: 3-Sum

Q. Approximately how many array accesses as a function of input size N?

int count = 0;
for (int i = 0; i < N; i++)
for (int j = i+1; j < N; j++)
for (int k = j+1; k < N; k++)
if alil + a[]] + a[k] == 0) «—— "inner loop"
count++;

(N) N - 3(\ -2)

A. ~} N3array accesses. o Ly
6

Bottom line. Use cost model and tilde notation to simplify counts.

© Robert Sedgewick & Kevin Wayne, https://algsé.cs.princeton. edu/lectures
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6.4 Typische Wachstumsraten



Common order-of-growth classifications

Definition. If f(V) ~ ¢ gV) for some constant ¢ > 0, then the order of growth
of f(V) is g(N).

« Ignores leading coefficient.

« Ignores lower-order terms.

Ex. The order of growth of the running time of this code is N 3.

int count = 0;
for (int i = 0; i < N; i++)
for Gint j = i+1; j < N; j++)
for (int k = j+1; k < N; k++)
if (a[il + al[j]l + a[k] == 0)
count++;

Typical usage. With running times.

\ where leading coefficient
depends on machine, compiler, JVM, ...

© Robert Sedgewick & Kevin Wayne, https://algsé.cs.princeton. edu/lectures
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Common order-of-growth classifications

Good news. The set o

f functions

1, logN, N, NlogN, N2, N3, and 2V
suffices to describe the order of growth of most common algorithms.

log-log plot
512T

64T |

time
I

8T

4T

2T

© Robert Sedgewick & Kevin Wayne, https://algsé.cs.princeton. edu/lectures

exponential

logarithmic

constant

f T T T T T T T
1K 2K 4K 8K . 512K

Typical orders of growth
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Common order-of-growth classifications

order of ) B
growth name typical code framework description example T(2N) / T(N)
1 constant a=b+c; statement B 1
numbers
log N logarithmic { NW21;e/(§;> 1) . } divide in half  binary search 9l
N linear for (int i = 0; i < N; i++) toam fmdl the 2
{ ... } maximum
. . . divide
Nlog N linearithmic [see mergesort lecture] mergesort ~9)
and conquer
for (int i = 0; i < N; i++)
N2 quadratic for (Gint j = 0; j < N; j++) double loop chec.k Al 4
{ ... 1 pairs
for (int i =0; i < N; i++)
. for (int j = 0; j < N; j++) . check all
3
N cubic for (int k = 0; k < N; k++) il [ triples 8
. }
. . exhaustive check all
N i see combinatorial search lecture
2 expenential L ! Ll search subsets ™)

Kevin Wayne, https://algsa, ceton.ed/Lctures/
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Move Fast & Constantly

Meta’s Hyperscale Infrastructure:
Overview and Insights

ot COMMUNICATIONS Q
— ACM

Infrastructure topology. Table 1 summarizes the aforementioned
infrastructure components. Globally, there are tens of datacenter regions,
hundreds of edge datacenters (PoPs), and thousands of CDN sites. Each datacenter
region has multiple datacenters located within the radius of a few miles. Each
datacenter uses up to a dozen main switchboards (MSBs) for power distribution,
which also act as the primary sub-datacenter fault domains. An MSB failure can
render 10 to 20 thousand servers unavailable.

Table 1.
Number and size of infrastructure components.

ENTITY TYPE ENTITY COUNT SERVERS IN EACH ENTITY
Region o(10) Up to one million
PoP 0(100) Typically 0(100) but up to O(1,000)
CDN site 0(1,000) Typically O(10) but up to 100+
Datacenter Multiple datacenters per region 0(100,000)
MsB Up to a dozen MSBs per datacenter Typically 10K to 20K

Edge network. A PoP is connected to multiple autonomous systems on the
Internet and typically has multiple paths to reach a user network. When choosing a
path between a PoP and a user, Border Gateway Protocol (BGP), by default, does
not consider network capacity and performance. The PoP’s network, however,

takes these factors into consideration and advertises its preferred route to a

network prefix.3*

;

https://cacm.acm.orq/research/metas-hyperscale-infrastructure-overview-and-insights/

30
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6.5 Beispiel: Suchen in einem Array



Lineare Suche

Gegeben: Array A[0..nn) von Zahlen, Zahl x

Ziel: Kleinster Index i € [0..n) mit A[i] == x, oder i = n falls x nicht in A vorkommt

Falls wir sonst nichts tiber A annehmen kénnen, miissen wir alle Indices durchprobieren.

Beispiel: Suche nach 69

] 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15

1112172835 |55 (57 |63 |69 (77|79 |80|82|85|88 |97

static int linearSearch(int[] A, int x) {
int n = A.length;
for (int i = 0; 1 < n; ++1)
if (A[i] == x) return i;
return n;

31



Binare Suche

Gegeben: Array A[0..nn) von Zahlen, Zahl x, [A[O] <A[l]<---<Aln - 1]]

Ziel: Kleinster Index i € [0..n) mit A[i] == x, oder i = n falls x nicht in A vorkommt

Es hilft sehr, wenn das Array sortiert ist! Beispiel: Suche nach 69
] 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15

|11 121728 |35|55 |57 (63|69 |77 (79|80 |82|85|88 97|

! m r

8 9 10 11 12 13 14 1

69 |77(7980|82|85|88 97|

¢ m r

69|77 |79
¢ m r

8

69

!

32



Bindre Suche - Java Implementierung
trivial zu implementieren?

» erster Code 1946 verdoffentlicht
> erster Bug-freier Code 1962

» subtiler Bug in Java’s Arrays.binarysearch() 2006(!) entdeckt

Invariante: Falls x in A[0..77) vorkommt, A[7] = x,
static int binarySearch(int[] A, int x) {
e = Al dann gilt stets A[1] < x < A[r]
int 1 =0, r = n-1
while (1 <= r) { » Da A[0..n) sortiert ist, giltauch 1 <i < r
intm=1+ (r - 1) / 2; .
if (x < Alml) r=m - 1; ~ irgendwannm=1i ~» geben mzuriick
if (A[m] < x) L =m+ 1;
else return m;

} Falls x nicht in A[0..n) vorkommt
return 1;

» geben i € [0..11] zurtick sodass
A[O..7), x, A[i..n) sortiert ware
d.h. Ali —1] < x (falls i > 0) und A[i] > x (falls i < n)

33



Binary search: mathematical analysis

Proposition. Binary search uses at most 1 +1g N key compares to search in
a sorted array of size N.

Def. T(N) = # key compares to binary search a sorted subarray of size < N.

Binary search recurrence. T(N) < T(N/2) + 1 for N >1, with T(1)=1.
i i

left or right half possible to implement with one
(floored division) 2-way compare (instead of 3-way)

Pf sketch. [assume N is a power of 2]

TNy < TWN/2)+1 [ given]
< T(N/4) +1+1 [ apply recurrence to first term ]
< TN/ +1+1+1 [ apply recurrence to first term ]
< TWN/N)+1+1+ ..+ 1 [stopapplying, T(1)=1]

= 1+ IgN

© Robert Sedgewick & Kevin Wayne, ittps://algse. cs.princeton.edu/lectures/
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6.6 Speicherbedarf



Basics

Bit. Oor 1. NIST most computer scientists
Byte. 8 bits. ! !

Megabyte (MB). 1 million or 220 bytes.
Gigabyte (GB). 1 billion or 230 bytes.

64-bit machine. We assume a 64-bit machine with 8-byte pointers.
« Can address more memory. N

« Pointers use more space. some JVMs "compress" ordinary object
pointers to 4 bytes to avoid this cost

60

Kevin Wayne, hetps: //alas: ceton.ed/Lctures/
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Typical memory usage for primitive types and arrays

1

booTlean char[] 2N+24
byte 1 int[] 4N +24
char 2 double[] 8N +24
G 4 one-dimensional arrays
float 4
long 8
double 8
char[][] ~2MN
primitive types
int[1[] ~4MN
double[][] ~8MN

two-dimensional arrays

61
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Typical memory usage for objects in Java

Object overhead. 16 bytes.
Reference. 8 bytes.

Padding. Each object uses a multiple of 8 bytes.

Ex 1. A Date object uses 32 bytes of memory.

public class Date

{
private int day;
private int month;
private int year;
}

© Robert Sedgewick & Kevin Wayne, https://algsé.cs.princeton. edu/lectures

object
overhead

day

month

year

padding

=

int
alues

16 bytes (object overhead)

4 bytes (int)
4 bytes (int)
4 bytes (int)
4 bytes (padding)

32 bytes


https://algs4.cs.princeton.edu/lectures/

Typical memory usage summary

Total memory usage for a data type value:
« Primitive type: 4 bytes for int, 8 bytes for doubTe, ...
« Object reference: 8 bytes.
o Array: 24 bytes + memory for each array entry.
« Object: 16 bytes + memory for each instance variable.
« Padding: round up to multiple of 8 bytes. N

+ 8 extra bytes per inner class object
(for reference to enclosing class)

Shallow memory usage: Don't count referenced objects.

Deep memory usage: If array entry or instance variable is a reference,
count memory (recursively) for referenced object.

© Robert Sedgewick & Kevin Wayne, https://algsé.cs.princeton. edu/lectures
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Example

Q. How much memory does WeightedQuickUnionUF use as a function of N?

Use tilde notation to simplify your answer.

pub
{

Tic class WeightedQuickUnionUF

private int[] 1id;
private int[] sz;
private int count;

public WeightedQuickUnionUF(int N)
{

id = new int[N];

sz = new int[N];

for Gint i = 0; i < N; i++) id[i] = 1i;
for (int i = 0; i < N; i++) sz[i] = 1;

A. 8 N+88 ~ 8N bytes.

© Robert Sedgewick & Kevin Wayne, https://al

gsd.cs. princeton. e/ lectures;

16 bytes
(object overhead)

8 + (4N + 24) bytes each
(reference + int[] array)
4 bytes (int)

4 bytes (padding)

8N + 88 bytes
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Turning the crank: summary

Empirical analysis.
» Execute program to perform experiments.
« Assume power law and formulate a hypothesis for running time.
« Model enables us to make predictions.

Mathematical analysis. E’IM%
fid

A

« Analyze algorithm to count frequency of operations.

i

» Use tilde notation to simplify analysis.
« Model enables us to explain behavior.

Scientific method.
« Mathematical model is independent of a particular system;
applies to machines not yet built.
« Empirical analysis is necessary to validate mathematical models
and to make predictions.

© Robert Sedgewick & Kevin Wayne, ittps://algse. cs.princeton.edu/lectures/
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